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Abstract: This paper proposes a new method for optimizing big data processing based on deep 

reinforcement learning (DRL) techniques. We proposed a DRL-based framework that improves the 

efficiency of storage, retrieval, and analysis for a large amount of data. The framework dynamically 

adjusts resource allocation and optimizes data flow through clustering based on real-time 

performance metrics and workload identification. In the experiments, the system is deployed in a 

simulated data center scale (dc1k) with 1000 nodes, 10 workloads, and 10 petabytes (10 PB) of data. 

Compared with traditional optimization, the proposed model can save 30%  energy consumption, cut 

the average time for data retrieval by 25%, and boost the running speed of analysis by 20%. The 

results indicate the adaptive capabilities of the proposed model for different workloads and data 

types, which could be further evaluated within various big data scenarios. 
Keywords— Big Data Processing; Deep Reinforcement Learning; Data Storage Optimization; Data Retrieval; Data 

Analysis; Energy Efficiency; Cloud Computing; Edge Computing; Resource Allocation; Adaptive Systems. 

 

1. INTRODUCTION  

 As big data continues to explode across 

industries, storage, retrieval and analysis of such 

massive amounts of data has grown into a field of its 

own. It’s become an essential task for most digital 

product teams to optimise the way big data is 

processed, to increase efficiency and performance. 

Many legacy strategies that handle data movement 

and access aren’t built for the scale and dynamic 

nature of today’s data environments at the cloud or 

the edge, or that can scale with agility. These systems 

demand adaptive strategies that can adapt to changing 

workloads, data-type diversity and near-time 
requirements, driving interest in smart, responsive 

strategies for processing big data. However, these 

methods can be slow to converge, are largely static, 

and may not always yield the best result when 

distributed across multiple sites [1]. Deep 

reinforcement learning (DRL) holds great promise as 

a rapidly converging solution to these challenges. 

Systems using DRL can learn optimal policies 

through a process of trial and error, and can  

 

 

dynamically adjust their data flow and resource 
allocation based on real-time performance metrics. 

Unlike static methods, DRL-based methods 

continuously learn to make decisions that are better 

suited to shifting data patterns and changing 

characteristics of the workload [2]. This is especially 

beneficial in large distributed environments where 

data processing needs can vary dramatically [3].In 

the short time that DRL has been around, it has 

already been applied with promising results to 

improve resource allocation and decision-making in 

complex distributed systems. Research groups have 

recently demonstrated how DRL can be used to 
reduce energy consumption and improve system 

throughput and overall operational efficiency in data 

centres and cloud infrastructure[4]. For example, 

DRL was utilised to optimise task scheduling in data 

centres, which resulted in improved utilisation of 

available resources and reduced latency[5]. Most 

notably, these approaches point to the possibility that 

DRL can be leveraged to build autonomous big data-

processing systems or ‘cyber-physical systems’ that 

can adaptively and intelligently make decisions on 

how to handle data based on the current state of 
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things and the incoming data[6].The aim of this 

research is to introduce a DRL-based scheme for 

optimising big data storage, retrieval and analysis 

processes by dynamically allocating resources and 

optimising data flow to decrease redundancy, 
improve retrieval times and increase speed for the 

analysis process [7]. The incorporation of the real-

time feedback loop would also enable the system to 

respond to workloads and data types that are 

expected to change frequently, thereby making it 

suitable to be used in cloud and edge computing 

environments [8]. This study evaluates the 

effectiveness of the proposed framework by 

undertaking a series of experiments in a simulated 

data centre, comparing the outcomes of the proposed 

framework with those of traditional optimisation 

methods. The findings of the research show that the 
proposed framework provides significant 

improvements in energy efficiencies, retrieval times 

and speeds for the analysis processes, thereby 

demonstrating the potential of DRL in changing the 

way big data are managed in modern computing 

infrastructures. [9] Such limitations of big data 

processing are why this research is valuable in 

contributing towards the development of intelligent 

and autonomous data management solutions. The 

proposed framework is a novel model that can be 

integrated into systems that can handle the scale and 
complexity of current big data environments, 

providing a significant possibility for more efficient 

high-scale data processing [10]. 

 

2.Materials and Methods 

 

2.1 System Architecture 

 

The proposed framework for optimizing big data 

processing consists of three major modules: Data 

Storage Optimization, Data Retrieval Analysis 

Acceleration. A deep reinforcement learning (DRL) 
agent is in charge of each module handling efficiency 

at different stages of data processing. Specifically, the 

Data Storage Optimization module improves the 

energy-efficiency of storing massive amounts of data 

without compromising data availability. The Data 

Retrieval Enhancement module reduces the retrieval 

time by adaptively managing the allocation of 

network and storage resources. Finally, the Analysis 

Acceleration module hastens the time of analysing 

huge amounts of data by efficiently distributing 

computational resources. The Data Storage, Retrieval 
Enhancement and Analysis Acceleration modules 

working together form a holistic, adaptive system that 

performs the task of processing, retrieving and 

analysing data in real-time, while significantly 

improving the performance over conventional 

methods. 

2.2 Deep Reinforcement Learning Framework 

 

The whole big data system is then optimised by a 
layer of Deep Reinforcement Learning (DRL), based 

on a Deep Q-Network (DQN) that learns how to 

modify its behaviour dynamically to changing 

conditions. The DQN is defined by the equation:  

 

Q(s,a)=R(s,a)+γ.𝑚𝑎𝑥⏟
𝑎′

Q(s′,a′)…..(1) 

 

where Q(s,a) is the expected reward of taking action 

a in state s, R(s, a) is the immediate reward, γ is the 

discount factor for future rewards, and a′ and s′ are 
the next action and state. The DRL framework makes 

each agent learn how best to act in different 

conditions in order to achieve the best performance 

over the long run. Each DRL agent self-learns the 

rules to dynamically adjust in real time and maximise 

its utilisation of resources for big data tasks in the 

best possible way. 

 

2.3 Data Storage Optimization 

 

Data Storage Optimization is focused on enhancing 

energy efficiency while maintaining high data 
availability. We adopt an energy efficiency strategy 

based on the work of Pandey et al. [1], where energy 

efficiency E is computed as: 

 

E= 
∑ Pi⋅Ti𝑛
𝑖=1

𝐷
 ….(2) 

 
In this formula, Pi represents the power consumption 

of node i, Ti is the processing time of  node i, and D 

is the total volume of data processed. The DRL agent 

is trained to minimise energy usage across the board 

at all nodes but not to compromise data availability. 

DRL learns a policy to allocate the right resources in 

a data-aware manner to maximise system 

performance – reduce power usage only where it’s 

necessary to ensure system performance, which 

improves the quality of data storage and processing 

in big data environments. 
 

2.4 Data Retrieval Enhancement 

 

The Data Retrieval Enhancement module aims to 

optimize retrieval time by adapting to network and 

storage conditions. Using a parameterized DRL 

model inspired by Ran et al. [2], the data retrieval 

time Tr is modeled as: 

 

Tr=f(θ,D,N) ….(3) 
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where θ are the learnable parameters of the DRL 

model, D is the size and complexity of the data, and 

N represents the network’s current state, such as 

bandwidth and latency. The DRL agent aims to 

minimize retrieval time by dynamically allocating 

resources based on changing conditions. By learning 

from past performance trends from historical data 

artifacts and real-time metrics, the system can best 

target retrievals for diverse data types, resulting in 

faster execution of data-intensive tasks. This will 

enable us to keep retrieval times to a minimum in the 

most complex data environments, even in the setting 
of data-hungry applications such as AI. 

 

2.5 Analysis Acceleration 

 

To accelerate data analysis, a multi-agent DRL 

approach similar to Zhang et al. [4] is employed. The 

collective reward Rc for the system is given by: 

 

Rc= ∑ wi ⋅ Ri𝑚
𝑖=1 ……(4) 

 

where wi is the weight for agent i, and Ri is the 

reward for the analysis task optimized by agent i. 

Each agent is assigned to a different problem, such as 

optimising computational resource utilisation, 

workload balancing, or query response time. The 

DRL agents are coordinated to execute a workload 

distribution policy, speeding up the completion of the 

task. Also, the agents prioritise the task completion 

according to the computational demand. This 

dynamic framework is capable of distributing 
workloads between computers to reduce the analysis 

time and simultaneously using all the computational 

resources efficiently. It therefore accelerates the 

completion of data analysis tasks, making insights 

and decisions available in big data environments 

much sooner. 

3.RESULTS  

3.1 Energy Efficiency 

 

The DRL-based system outperformed traditional 

optimisation schemes and a fixed rule-based system 

in energy efficiency. For the 30-day simulation run, 

the average energy efficiency improvement is 27.5% 

and 35.2% with respect to the traditional and static 

schemes, respectively. In a high-load situation, the 

peak energy efficiency improvement is around 40%, 

which verifies the DRL system’s ability to 

dynamically adjust its operations with various 

workloads. This dynamic capability is important for 
large-scale data-processing environments that can 

benefit from the system’s ability to adaptively 

minimise power consumption while maintaining high 

levels of performance. This outcome also confirms 

that the system is fit to solve important energy issues 

in data centres for extended periods. 

 

 
 

Figure 1: Energy Efficiency Comparison 

 

Figure 1 depicted an evaluation of the energy 

efficiency for 30 days. Notably, at all times, the 

energy efficiency of DRL overtook both traditional 

and static systems, with an average of 27.5% and 

35.2% for the former two, respectively. In particular, 

the savings in energy efficiency of the DRL system 

was remarkable in the high load period.  

Table 1: Energy Efficiency Metrics 

System Avg. Energy 

Consumption 

(kWh/day) 

Avg. Energy 

Efficiency (E) 

DRL 2450 0.82 
Traditional 3380 0.64 

Static 3780 0.57 
 

 

3.2 Data Retrieval Performance 

 

The DRL-based system outperformed all other 

parameters across all dataset sizes. For datasets under 

1 gigabyte (<1GB), the DRL system displayed 

relatively moderate improvements. The algorithm 

showed the highest gains for datasets above 

(>100GB), with retrieval times reduced by 42.3%, 

compared with the alternate optimisations in order to 

provide real-time analysis. The DRL system was able 

to reduce retrieval times on average by a factor of 

31.8%. The system’s system’s abilitiy to adapt the 
retrieval strategy based on the characteristics of the 
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dataset displayed a faster access of all dataset sizes, 

compared with the alternate optimisations. 

 

 
 

Figure 2: Data Retrieval Time Comparison 

 
Figure 2 depict the time, which is required to retrieve 

data from different data sets. The trend denoted from 
overall data is that, the drl based system performs 

better than other traditional and satic system, that is 

more suitable for large data set. And in it, we can 

observe a 42.3% reduction of required time on data 

retrieval when the data not more than 100 GB. 

 

3.3 Analysis Acceleration 

 

When it came to speeding up analytics tasks, the 

DRL-based system was significantly superior to both 

baselines, whether by creating timely cost savings or 
by standardising analytical tasks. For simple queries, 

the system was able to improve analysis speed via a 

28.7% median accuracy. For complex multi-source 

queries, it improved accuracy up to 45.2%. In this 

case, the acceleration was guaranteed both by the 

optimal resource allocation that the system learned 

and by allowing it to dynamically work through 

varying computational loads. By learning from past 

queries and constantly adjusting the decisions in real 

time, the DRL-based system reduced the time needed 

to complete standard analytical tasks by a significant 
margin. 

 
 

 

Figure 3: Analysis Speed Improvement 

This figure 3 highlights the enhancement in the 

execution time of our query, both for simple and 

complex cases. The DRL-based perform faster and 

better than the most of the traditional or static case, 

with a significant time deletion in the time of 
execution, especially in complex query case. 

Table 2: Average Analysis Completion 

Times (seconds) 

Analysis Type DRL Traditional Static 
Simple Queries 0.8 1.1 1.3 

Complex Queries 5.2 8.7 10.5 
ML Model Training 285 452 523 
 

 

3.4 System Adaptability 

 

The DRL-based system turned out to be significantly 

more robust on sudden workload changes. At the 

50% mark of the simulation, there was a sudden 

increase in workload. In under 12 minutes, the DRL 
system adapted to the change and achieved optimal 

performance, compared with the conventional 

system, which took 37 minutes to adapt, and the 

static system, which was unable to adapt. The DRL 

system’s adaptive learning capability ensured its 

continued high performance even under a sudden 

increase in workload, a characteristic that makes it 

useful for data centres with a dynamic environment. 

 

 
Figure 4: System Adaptability to Workload 

Changes 

 

Figure4. depicts the adaptability of the system over 

the time period. The DRL system shows a sudden 

performance change after time=50 when the 

workload changed, and the traditional system adapts 

slower. However, the static system is the same as 

before, which the proposed system outperforms the 
static and traditional system in dynamic environment. 

 

4.CONCLUSION 
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Finally, we show that when applied to big data 
processing in large scale environments, our proposed 

DRL-based framework can yield considerable 

benefits when compared with traditional, static, rule-

based processing.The DRL system improved energy 

efficiency by 27.5%, reduced data retrieval time by 

31.8%t, and sped up the time it took to analyse data 

by 28.7%. In addition, it can respond to varying 

workload levels faster, showing an acceleration in 

response time of 67.6%  with workload fluctuations. 

Given these experimental findings, we believe that 

the use of DRL for big data processing has a 

promising future in both cloud and edge computing 
fields.DRL can be applied to big data processing in 

cloud and edge computing for energy efficiency, data 

retrieval and data analysis. 
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